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ABSTRACT 

The large-scale adoption of underground hydrogen storage (UHS) is essential to 

transition to low-carbon energy systems. However, it remains constrained by technical challenges, 

including the accurate prediction of hydrogen solubility under varying subsurface conditions. This 

study explores the application of machine learning (ML) techniques to model hydrogen solubility 

in saline aqueous solutions, aiming to overcome the limitations of traditional thermodynamic 

models. A comprehensive methodology was developed, incorporating data preprocessing, feature 

selection, and the evaluation of multiple regression models, including CatBoost, XGBoost, 

LightGBM, and Support Vector Regressor. Among these, CatBoost demonstrated superior 

performance with an R² of 0.9939 and RMSE of 0.0188. These findings demonstrate the viability 

of ML models in providing accurate and scalable predictive tools, contributing to risk assessment 

in UHS projects. Ultimately, the proposed approach supports safe and efficient hydrogen storage 

in transitioning to sustainable energy systems. 
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1. Introduction 

In the face of accelerating climate change, the urgent need to transition towards low-

carbon energy systems has become increasingly evident. The global commitment to reducing 

greenhouse gas emissions has driven the diversification of the energy matrix, motivating 

investments in renewable and sustainable energy sources [Hassan et al. 2024]. Among these 

alternatives, hydrogen is important in decarbonizing various sectors, offering a clean energy carrier 

with high energy density and versatile applications across industries and transportation [Zhang et 

al. 2024]. Expanding the use of hydrogen is a strategic necessity to achieve long-term climate goals, 

and a technological challenge. 

The large-scale utilization of hydrogen requires overcoming significant barriers related 

to its storage, distribution, and safety. Traditional storage methods, such as compressed gas and 

cryogenic liquid storage, face economic and technical limitations, particularly when considering 

the infrastructure needed for widespread adoption [Semedo et al. 2025]. As a promising alternative, 

underground hydrogen storage (UHS), including storage in depleted reservoirs, aquifers, or salt 

caverns, has gained attention due to its potential to accommodate large volumes and balance 

seasonal supply and demand [Ramesh Kumar et al. 2023]. Nevertheless, underground storage 

introduces new complexities, notably the interactions between hydrogen and the geological 

environment, including its solubility in brine and other formation fluids [Gbadamosi et al. 2023]. 

Predicting the solubility of hydrogen in aqueous solutions under various pressure, temperature, and 

salinity conditions is a promising approach to assess risks such as gas loss, microbiological activity, 

and geochemical reactions that may compromise storage efficiency and safety [Dehghani et al. 

2024]. 

In this context, data-driven strategies, particularly machine learning (ML) techniques, are 

powerful tools to model complex physicochemical phenomena where traditional theoretical or 

empirical models may fall short [Keith et al. 2021]. Predicting hydrogen solubility in aqueous 

solutions involves non-linear interactions that are difficult to capture with classical thermodynamic 

equations, especially when accounting for the heterogeneity of underground environments 

[Mwakipunda et al. 2024]. Moreover, experimental measurements of hydrogen solubility at high 

pressures and diverse salinities are scarce, costly, and sometimes logistically unfeasible, leading to 

data gaps that hinder comprehensive modeling using conventional methods [Li et al. 2018]. Thus, 

ML offers advantages in addressing these challenges. ML models can learn directly from data 

without requiring explicit assumptions about functional forms or variable interactions, making 

them well-suited for complex or poorly understood systems [Maior et al. 2025]. They can capture 

non-linear factors influencing hydrogen solubility under varying subsurface conditions. They 

outperform traditional approaches by generalizing across diverse inputs. Once trained, they offer 

scalability and can be easily updated, making them well-suited for practical UHS applications 

[Zhou et al. 2022]. 

This study discusses the construction of a data-driven approach utilizing different ML 

regression models, such as CatBoost, XGBoost, Gradient Boosting, LightGBM, Linear Regression, 

Ridge Regression, and Support Vector Regressor for predicting hydrogen solubility in aqueous 

systems. The methodology applied aims to provide precise predictions and contribute to 

establishing UHS as a feasible and resilient option in the transition to renewable energy. The 

research followed a structured approach comprising several steps. Section 2 outlines the 

methodology utilized, including an Exploratory Data Analysis (EDA) to understand the underlying 

patterns and distributions in the dataset. Next, a preprocessing pipeline was applied, involving 

feature engineering, data splitting, applying the Yeo-Johnson transformation, standardizing the 

features, and performing variable selection using the stepwise method. Following preprocessing, 

the predictive models were implemented. In Section 3, the study presents and discusses the results 

of the modeling, highlighting the performance of each model and the implications for UHS. Lastly, 

Section 4 offers concluding observations. 
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2. Methodology 

The methodology of the present study consists of exploratory data analysis, data 

preprocessing, modelling, and result analysis. The methodology flowchart can be visualized in 

Figure 1. 

 
Figure 1: Methodology flowchart. 

2.1. Exploratory data analysis 

A first exploratory data analysis was conducted to understand the characteristics and 

distribution of the dataset variables. Thus, descriptive statistics were calculated for pressure, 

temperature, salinity, and hydrogen solubility, revealing that pressure and temperature exhibited 

high variability, with wide ranges across observations. Salinity values were mostly concentrated at 

lower percentages, and hydrogen solubility was skewed towards lower values, with a mean of 

approximately 0.190. These findings is presented in Table 1. 

 
Table 1: Descriptive statistics. 

Variable count mean std min 25% 50% 75% max 

Pressure (bar) 255 44.57 45.22 4.60 15.00 25.00 66.63 229.72 

Temperature (K) 255 336.95 42.26 273.15 303.15 333.15 372.75 423.15 

Salinity (% by weight) 255 1.44 1.80 0.00 0.00 1.00 3.00 5.00 

Hydrogen solubility (mole fraction) 255 0.19 0.24 0.00 0.02 0.07 0.29 0.98 

 

The dataset consists of 255 data points. Moreover, the missing values analysis indicated 

no NaN values across any columns, allowing the dataset to proceed without imputation. 

Additionally, non-informative variables, such as “Reference” and “Reference DOI”, were removed 

since they do not contribute to the modeling process. 

Histograms showed that hydrogen solubility values were concentrated near zero, with a 

long tail toward higher solubility, confirming a right-skewed distribution. Similar right-skewness 

was observed for pressure and salinity distributions, while temperature followed a more uniform 

spread, as presented in Figure 2. 
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As observed in Figure 3b, the target variable (i.e., hydrogen solubility) showed an 

asymmetric distribution with many low values and few high values. Additionally, the boxplot also 

highlighted the presence of several outliers for solubility values above ~0.5 mole fraction. The 

interquartile range (IQR) spanned from approximately 0 to 0.3, indicating that 50% of the data was 

concentrated within this interval, which can be visualized in Figure 3b. 

 
a) b) 

Figure 3: Analysis of the target variable. 

The presence of skewness suggested that preprocessing steps might be necessary to 

improve model performance. 

All analyses performed in this study were conducted using Python version 3.11.12. 

 

  

 
 Figure 2: Histograms of variables. 
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2.2. Data preprocessing 

Data preprocessing was performed as an essential step for maintaining the integrity and 

reliability of the dataset, thereby establishing a usable format for ML analyses [Zhou et al. 2017]. 

 

2.2.1. Feature engineering 

Feature engineering was applied to create new attributes from the original variables, 

enabling the models to capture non-linear relationships and domain-specific interactions that 

improve predictive performance [Abbasi et al. 2025]. To this end, we manually derived features 

based on domain knowledge and relevant literature to ensure interpretability and relevance. 

Specifically, we created interaction, polynomial features, and logarithmic transformations to 

account for non-linear effects, stabilize variances, and reduce heteroscedasticity. Additionally, we 

included the pressure and temperature ratio to reflect the thermodynamic relationship between 

these variables. The additional features and their characteristics are presented in Table 2. 

 
Table 2: Description of the new variables. 

Feature Formula Purpose Physical/Statistical Justification 

P_T_ratio P / T Create a ratio between 

pressure and temperature. 

Reflects thermodynamic equilibrium and 

hydrogen stability [Bachand et al. 2024]. 

logP log(1 + P) Reduce the scale of 

pressure variation. 

Reduces outlier impact and improves model 

performance [Solatpour et al. 2024]. 

P² P² Capture non-linear 

effects of pressure 

Accounts for non-linear pressure-property 

relationships [Tiwari et al. 2025]. 

S_P S × P Interaction between 

salinity and pressure 

Captures pressure–salinity interaction in 

reservoirs [Medina et al. 2024]. 

T_S T × S Interaction between 

temperature and salinity 

Captures temperature–salinity interaction in 

geological settings [Janjua et al. 2024]. 

T² T² Capture non-linear 

effects of temperature 

Models non-linear temperature effects on 

properties [Tiwari et al. 2025]. 

logT log(1 + T) Smooth the temperature 

scale 

Reduces thermal variation for better modeling 

[Solatpour et al. 2024]. 

S² S² Capture non-linear 

effects of salinity 

Models non-linear salinity effects on hydrogen 

behavior [Feng et al. 2024]. 

 

2.2.2. Data splitting 

The dataset was partitioned into an 80:20 ratio, with 0.8 for training and 0.2 for testing, to 

evaluate model performance on unseen data. 

 

2.2.3. Target transformation 

Target transformation is essential when the target variable exhibits strong skewness or 

deviates significantly from a normal distribution, which can negatively impact the performance of 

many regression algorithms [Parmo and Wardhana 2024]. By transforming the target variable, we 

aim to stabilize variance, reduce the influence of outliers, and improve the linearity and 

homoscedasticity assumptions in predictive models.  

In this study, we applied the Yeo-Johnson transformation using PowerTransformer from 

scikit-learn, which can handle both positive and negative values, making it suitable for our dataset. 

Figure 4 presents the target distribution before and after the transformation. 
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Figure 4: Target distribution before and after transformation. 

 

2.2.4. Standardization 

Standardization is critical when working with ML models sensitive to the input features’ 

scale, such as Support Vector Machines. Features with vastly different scales can dominate others, 

leading to biased learning [Silva et al. 2024a]. To ensure all variables contributed equally during 

model training and to speed up convergence, we standardized the independent variables using 

StandardScaler from scikit-learn, transforming the features to have a mean of zero and a standard 

deviation of one. 

 

2.2.5. Feature selection 

 In this study, feature selection was performed using an automatic stepwise forward 

selection approach. This iterative process evaluates variables one by one, adding those that 

contribute most to improving the model’s performance while excluding those with minimal or 

negative impact. The procedure continues until no further improvement is achieved with the 

addition of new variables [Wang et al. 2022]. 

The stepwise method identified an optimal subset of predictors, effectively removing 

redundant or less informative variables. This can be useful to reduce the risk of multicollinearity 

and simplify the model, enhancing its interpretability and generalizability [Chan et al. 2022]. The 

final set of selected features consists of 8 features (T_S, logP, S_P, S², Salinity, logT, and 

Temperature). 

 

2.3. Predictive models 

To predict hydrogen solubility, we implemented a range of supervised learning models 

capable of capturing both linear and non-linear relationships among the selected features. 

 

2.3.1. Models 

ML predictive algorithms analyze large datasets to identify patterns that can forecast future 

events. Their ability to generate significant findings makes them great tools for data-driven 

strategies across various industries [Maior et al. 2020]. In this study, we applied eight distinct 

models, summarized in Table 3. 

 
Table 3: Description of the predictive models. 

Model Description 

CatBoost 
A gradient boosting algorithm specifically optimized for categorical features, 

effectively reducing overfitting and improving training efficiency. 
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XGBoost 
An efficient gradient boosting model that leverages parallel processing and 

regularization techniques to achieve high predictive accuracy. 

GradientBoost 
A sequential model that constructs weak learners (e.g., decision trees) to 

minimize errors from previous iterations, enhancing predictive performance. 

LightGBM 
A gradient boosting framework that employs histogram-based learning to 

significantly accelerate training on large-scale datasets. 

Random Forest 
An ensemble learning technique based on multiple decision trees, where 

predictions are aggregated to reduce variance and increase robustness. 

Support Vector 

Regressor 

A regression model that utilizes a defined margin of tolerance (i.e., epsilon) to 

fit data within a specified boundary, ensuring accurate prediction. 

Linear  

Regression 

A method that models linear relationships by fitting a straight line to the data, 

minimizing the sum of squared residuals. 

Ridge Regression 
A variant of linear regression incorporating L2 regularization to prevent 

overfitting by penalizing large coefficients. 

 

2.3.2. Hypeparameters optimization 

Hyperparameter optimization focuses on enhancing the performance of machine learning 

models by identifying the most effective configuration of hyperparameters [Silva et al. 2024b]. 

GridSearchCV is a widely used method that systematically explores a defined search space of 

hyperparameter values, evaluating each combination through cross-validation to determine the 

optimal set for a given model [Shams et al. 2023]. 

 

3. Results 

The study explored different predictive algorithms, such as CatBoost, XGBoost, Gradient 

Boosting, LightGBM, Linear Regression, Ridge Regression, and Support Vector Regressor, to 

assess and compare their performance in predicting hydrogen solubility. 

The metrics utilized in this study were R², root-mean-squared error (RMSE), and mean 

absolute error (MAE). These metrics can be calculated using Equations 1–3. 

 

𝑅2 = 1 −
∑ (𝑦𝑖 − 𝑦̂𝑖)2𝑛

𝑖=1

∑ (𝑦𝑖 − 𝑦̅)2𝑛
𝑖=1

 
(1) 

𝑅𝑀𝑆𝐸 = √
1

𝑛
∑ (𝑦𝑖 − 𝑦̂𝑖) 2

𝑛

𝑖=1
 

(2) 

𝑀𝐴𝐸 =
1

𝑛
∑ |𝑦𝑖 − 𝑦̂𝑖|2

𝑛

𝑖=1
 

(3) 

 

Where 𝑦𝑖 are the actual values, 𝑦̂𝑖 are the predicted values, 𝑦̅ is the mean of the actual 

values, and 𝑛 is the total number of observations. 

The results indicate that CatBoost achieved the most consistent and superior performance 

across training, testing, and overall datasets among the tested models. Following the SVR, it 

reported the second highest R² score for the test set, suggesting excellent generalization ability, 

with low RMSE and MAE, indicating minimal prediction errors. The overall performance (i.e., R² 

= 0.9939) reinforces its robustness and accuracy. XGBoost also performed well on the training set, 

though the slight drop in test performance suggests potential overfitting. Nevertheless, its overall 

R² of 0.9919 and very low MAE of 0.0041 across all data points confirm high predictive capability, 

as presented in Figure 5. For RMSE and MAE, darker shades represent lower (better) error values, 
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while for R², darker shades indicate higher (better) scores. This visual mapping helps clearly 

distinguish models with superior performance. 

 

 
Figure 5: Heatmaps of R², RMSE, and MAE for each model. 

Gradient Boosting and LightGBM followed closely, both demonstrating strong 

generalization with test R² values above 0.91. Their slightly higher RMSE and MAE compared to 

CatBoost and XGBoost suggest modestly reduced precision but still effective performance. 

Random Forest and SVR delivered moderate performance, with Random Forest showing balanced 

but lower R² scores (i.e., test R² = 0.8797), and SVR achieving a high test R² of 0.9656 despite 

underperforming on the training set, which may indicate underfitting or sensitivity to parameter 

tuning. In contrast, Linear Regression and Ridge Regression showed significantly weaker 

performance, with R² scores around 0.66 and higher RMSE and MAE values. This suggests that 

simple linear models may not adequately capture the complexity and non-linearity present in the 

data. 

The analysis of the CatBoost performance for predicting hydrogen solubility in saline 

solutions reveals important insights into its behavior. In Figure 6a, the residual distribution is 

centered around zero, which is a desirable characteristic, as it suggests the model does not exhibit 

a strong systematic bias, and it does not consistently overpredict or underpredict the values. This 

balance in the residuals indicates that, on average, the model’s predictions are close to the true 

values, contributing to its overall reliability. 

 

 
a) b) c) 

Figure 6: Residuals analysis from CatBoost. 

Figure 6b shows the residuals plotted against the predicted values. Here, we observe that 

the residuals are tightly clustered around zero for lower predicted values, indicating that the model 

performs well in this range. However, as the predicted values increase, the residuals become more 

dispersed, with some noticeable positive outliers. This pattern suggests that the model has difficulty 
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accurately predicting higher values of hydrogen solubility, possibly due to greater complexity in 

the data or fewer training examples in that range. 

In Figure 6c, which compares predicted and actual values, most points align closely with 

the diagonal red line, confirming a generally good fit. However, there is a growing deviation from 

the line for higher real values, indicating that the model tends to underestimate the true hydrogen 

solubility at the upper end of the scale. The clustering of points below the identity line in the higher 

value range visually confirms this underestimation. 

A comparison between the results obtained in this study and those reported in the study of  

[Vo Thanh et al. 2024] reveals significant differences in the predictive performance of similar ML 

models, especially in terms of generalization capability on testing data. This analysis can be seen 

in Table 4. 
Table 4: Comparative results analysis from test set. 

Model Metric This study Reference study 

XGBoost R² 0.8935 0.6980  
RMSE 0.0485 0.1358  
MAE 0.0180 0.0432 

GradientBoosting R² 0.9370 0.9765  
RMSE 0.0373 0.0378  
MAE 0.0192 0.0255 

Random Forest R² 0.8797 0.6430  
RMSE 0.0515 0.1113  
MAE 0.0245 0.0377 

 

In the reference study, XGBoost achieved near-perfect performance on the training set 

with R² = 0.9999, but its performance dropped substantially on the test set with R² = 0.6980, 

suggesting overfitting. In the current study, the XGBoost model behaved similarly, with R² scores 

of 1.0000 for the training set and 0.8935 for the test set, reflecting a more robust training process. 

Gradient Boosting in the reference study outperformed all other models on the test set, presenting 

R² = 0.9765 and RMSE = 0.0378, slightly exceeding the performance observed in the current study 

with R² = 0.9370 and RMSE = 0.0373. Yet the differences are minimal, and both studies emphasize 

the strong predictive capacity of Gradient Boosting. Random Forest, however, showed 

considerably weaker generalization in the reference study (i.e., R² = 0.6430) compared to the 

current one (i.e., R² = 0.8797), again suggesting that the model tuning and preprocessing pipeline 

adopted in this work were more effective in preventing overfitting and enhancing performance. 

 

4. Conclusion 

This study explored the application of ML models to predict hydrogen solubility in saline 

aqueous solutions, aiming to support underground storage strategies. Among the models tested, 

CatBoost achieved the best overall performance, with a high coefficient of determination of R² = 

0.9939, a low root mean square error (i.e., RMSE = 0.0188), and a mean absolute error (i.e., MAE 

= 0.0089), indicating strong predictive accuracy and generalization ability. XGBoost also 

performed exceptionally well in the training phase, reaching a perfect R² of 1; however, its lower 

performance in the testing phase suggests potential overfitting to the training data. The Support 

Vector Regressor demonstrated consistent results, showing strong generalization on the test set, 

while linear models such as Linear Regression and Ridge Regression showed significantly lower 

performance, with R² values close to 0.66, reinforcing the need for non-linear models in this 

context. 

Despite these promising results, some limitations must be considered. The dataset size 

was relatively small, which may restrict the models’ ability to generalize to new or unseen data. 

https://proceedings.science/p/212167?lang=pt-br

DOI: 10.59254/sbpo-2025-212167

https://proceedings.science/p/212167?lang=pt-br
http://dx.doi.org/10.59254/sbpo-2025-212167


 

                                                          
 

 

This limitation is particularly relevant when dealing with complex chemical systems, where the 

influence of various parameters can be highly non-linear and interdependent. Moreover, the study 

did not include a computational cost analysis, which is essential when considering real-world 

implementation, especially for large-scale or real-time prediction systems. 

For future research, expanding the dataset to include a broader range of salinity 

conditions and temperature regimes could enhance the robustness of the models. Incorporating data 

from critical solubility regions would be particularly valuable for improving accuracy where 

precision is most needed. It is also advisable to explore alternative feature selection strategies, 

beyond the stepwise approach, including methods based on feature importance from ensemble 

models. Additionally, investigating the use of neural networks or hybrid models may provide 

further improvements by capturing complex non-linear relationships that are not easily modeled 

by traditional algorithms. Lastly, assessing the computational efficiency of each model would offer 

practical insights into selecting the most viable algorithm for application in operational hydrogen 

storage systems. 
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